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Abstract

Genetic Programming (GP) has recently been applied to evolve aggregation func-
tions in Federated Learning (FL), instead of fixing them in advance. FedGP rep-
resents aggregation rules as symbolic expressions that evolve during training and
has shown competitive performance under non-IID data. Progress on GP-based
aggregation, however, has been constrained by two practical barriers: limited repro-
ducibility in FL experimentation and the absence of a public FedGP implementa-
tion. This paper presents FASTER, an open-source platform that provides the first
public implementation of FedGP and integrates it with standard baselines (FedAvg,
weighted FedAvg, FedProx, and FedNova). FASTER provides a browser- and CLI-
based configuration-driven workflow for controlled FL experiments with built-in
or custom datasets, IID and non-IID partitions, client scheduling, churn simula-
tion, live metric tracking, and structured artifact export. Each run is stored with its
configuration, logs, metrics, metadata, checkpoints, and, for FedGP, the individuals
evolved across generations. In a demonstration on FashionMNIST with non-IID
data and client churn, FedGP outperforms all fixed baselines with statistically sig-
nificant gains; GPU batch evaluation reduces the previously reported roughly ten-
fold wall-clock overhead to about 3.3x relative to fixed-rule methods. By placing
evolved and fixed aggregation rules under identical controlled conditions, FASTER
turns FedGP into a reusable, testable, and extensible research object for the evolu-
tionary computation community.
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1 Introduction

Federated Learning (FL) has become a central paradigm for training machine learn-
ing models over distributed data without centralizing raw samples [1, 2]. In a typical
FL setting, multiple clients train local models on private data and periodically share
model updates with a coordinating server, which aggregates them into a global model.
This paradigm is particularly relevant in domains such as healthcare [3], finance [4],
mobile computing [5], and edge intelligence, where data are naturally distributed and
often subject to privacy-related [6] regulatory, or operational constraints. Experimen-
tal outcomes depend on many interacting design choices, including the number of
clients, partitioning strategy, degree of heterogeneity, client imbalance, local training
schedule, aggregation frequency, model architecture, random seed, and evaluation
protocol. Even small changes in these factors can substantially affect convergence,
stability, and final performance. As a result, many studies still rely on ad hoc pipe-
lines, making it hard to reproduce results, isolate the effect of a single variable, or
compare aggregation strategies under equivalent conditions.

The aggregation phase is one of the most sensitive components of the FL pipeline.
Classical methods such as Federated Averaging (FedAvg [1]) remain widely used
because they are simple, scalable, and computationally efficient. Fixed aggregation
rules, however, may be insufficient when client data are statistically heterogeneous
(non-1ID) [7], participation is irregular, or updates are noisy or corrupted. These
limitations have motivated proximal (FedProx [8, 9]), normalized (FedNova [10]),
robust [11, 12], personalized [13], and adaptive methods [14]. In this context, Genetic
Programming (GP)-based aggregation has emerged as an alternative that evolves
aggregation functions instead of fixing them a priori [15]. FedGP, introduced in prior
work, represents aggregation rules as symbolic expressions and evolves them to com-
bine client model parameters under heterogeneous conditions [15]. Subsequent stud-
ies compared FedGP with standard methods and further examined its behavior in
non-IID and adversarial scenarios [12, 16]. However, no public FedGP implementa-
tion was available, preventing independent evaluation, extension, and reuse.

To make the idea concrete, FedGP treats aggregation not as a fixed formula chosen
in advance, but as a program to discover. At each communication round, the server
collects model updates from participating clients and combines them into a global
model. Standard methods use predetermined expressions, most commonly uniform
or sample-weighted averaging. FedGP instead represents the combination rule as a
symbolic expression that takes client updates as input and returns the aggregated
model. Aggregation therefore becomes an optimization problem nested within the
federated loop. Concretely, each candidate rule is an expression tree whose leaves are
the current-round client updates and whose internal nodes are tensor operations that
combine them. A population of such trees evolves for several generations within each
round, is scored on a small server-side validation set, and yields the best expression
for global-model aggregation before training proceeds to the next round. Because the
search is guided by validation performance rather than a fixed heuristic, the rule can
adapt to statistical heterogeneity and irregular participation, where fixed rules often
struggle. Section 4 details the implementation in FASTER (Federated Aggregation,
Simulation, TEsting, and Reporting).
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Several open-source frameworks already support FL experimentation. Flower [17],
FedML [18], and FedScale [19] provide mature environments that emphasize scal-
ability, system realism, and standardized benchmarking, from single-machine simu-
lations to very large client populations and real edge devices. These platforms have
substantially advanced FL research. They do not, however, provide native support for
evolutionary aggregation in general or FedGP in particular, and they do not enforce
the artifact structure used here for controlled aggregation studies: a fully specified
scenario, aggregation as the single controlled variable, and run preservation as a
self-contained reproducible object. This creates a practical limitation for FedGP and
related GP-based aggregation research, where evolved rules should be compared
directly and fairly with standard methods under identical conditions.

FASTER fills this gap. It prioritizes reproducibility and controlled comparison
over deployment scale. This letter makes three contributions: (i) to the best of our
knowledge, the first public release of FedGP, integrated as a native aggregation
method and extended beyond the original prototype, notably with vectorized GPU
evaluation; (ii) a reproducible workflow that makes the aggregation rule the single
controlled variable in FL experiments; and (iii) to the best of our knowledge, the first
evaluation of FedGP under client churn, where it ranks first in all ten paired repeti-
tions with statistically significant gains over all fixed baselines.

2 The FASTER platform

FASTER is an open-source platform designed to support the configuration, execu-
tion, monitoring, and reporting of FL experiments. The source code, including the
FedGP implementation, is publicly released ' under the MIT license. Its purpose is
to reduce the engineering overhead of controlled FL studies while preserving the
information needed for reproducibility. FASTER provides a modular environment
in which alternative federated scenarios can be defined, executed, compared, and
exported through a common workflow.

The platform was motivated by the need to make FL experimentation more consis-
tent, traceable, and comparable. Aggregation research in particular requires strict con-
trol of the environment, since changes in partitioning, client allocation, aggregation
frequency, local training schedules, or random seeds can materially affect outcomes.
FASTER addresses this need through a browser-based workspace, a configuration-
driven backend, a job-management subsystem, and artifact storage.

2.1 Design goals

FASTER is built around three design goals: reproducibility, comparability, and
usability. To ensure reproducibility, each experiment is defined through structured
configuration parameters, created through the web interface or loaded from scenario
files. For comparability, all aggregation methods execute within the same FL train-
ing pipeline under the same controlled conditions. Finally, to maximize usability,

Uhttps:/github.com/HISTLab-hevs/FASTER
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the browser interface provides a guided workflow for configuring, launching, moni-
toring, and exporting experiments, while a command-line path through the training
worker remains available for debugging, automation, and reproducibility-oriented
workflows.

2.2 Architecture and experiment workflow

FASTER separates the browser workspace, where experiments are configured and
monitored, from the backend that validates and queues runs, and from the training
worker that executes them. The worker runs each experiment from a generated con-
figuration file, and all outputs are persisted in a database (experiment state) and on the
filesystem (artifacts, described in Sect. 3.3). The FASTER platform ships as Docker
images that pin the execution environment, so rebuilding on a different machine rec-
reates the intended software stack and supports rerunning experiments under recorded
conditions. Deployment instructions are provided in the repository.

A typical FASTER experiment follows a workflow (Figs. 1 and 2) comprising six
phases: dataset selection or upload (Fig. 1A), scenario configuration (Fig. 1B), run
submission (Fig. 1C), live monitoring (Fig. 1D), post-run analysis (Fig. 2A), and
artifact export (Fig. 2B). During configuration, the user defines a federated scenario
in either a simplified mode with guided defaults or an advanced mode that exposes
detailed controls for FL, scheduling, churn, and aggregation, including FedGP-spe-
cific parameters when selected (Sect. 3.1).

Once submitted, a run is validated, queued, and executed by the training worker,
which initializes seeds, prepares partitions, runs the federated loop, and computes
validation or test metrics at each round. Metrics stream to the interface for live moni-

A Dataset selection or upload B Scenario configuration
Datasets Experiment Setup e St 1. i e St
.
=
Custom Datasets custom datasets loades
==
D Live monitoring C Run submission l
Live Monitor Experiment Setup Mot Sl . it ot rced
==
= e =
<+
= = = Em ey

Fig. 1 FASTER user-facing workflow: configuration and execution. A Dataset selection or upload. B
Scenario configuration: in advanced mode, users can configure more FL parameters and FedGP-specif-
ic settings. C Run submission. D Live monitoring: during execution, metrics are updated in real time
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E Post-run analysis F Artifact export
History & Analysis Run Details — run_20260414_144447
==a0 00000 carss " Soo0o

=

Fig. 2 FASTER user-facing workflow: post-run analysis. E After completion, runs can be inspected,
compared, or deleted. F Run details and artifact export

toring, helping users detect unstable or failed runs early, and are persisted as struc-
tured artifacts.

3 Reproducible FL experimentation

FASTER represents each FL experiment as a persistent, structured scenario that cap-
tures data, partitioning, participation, optimization, aggregation, evaluation, logging,
and reporting, enabling reproducible runs and controlled comparisons across aggre-
gation methods.

3.1 Scenario configuration

A FASTER scenario specifies the main components of an FL experiment: dataset,
number of clients, model architecture, local training parameters, server-side warm-
up, aggregation frequency, random seed, and selected aggregation method. Scenarios
can be created through the web interface, passed through the API, or represented as
structured configuration files. The training worker can also be executed from the com-
mand line. This configuration-driven design allows completed runs to be inspected,
modified, relaunched, and shared.

The platform supports both built-in and custom datasets. Built-in datasets include
MedMNIST [20] variants, FashionMNIST [21], CIFAR-10, and CIFAR-100 [22],
while custom datasets can be provided in tabular or image-based formats. This enables
evaluation of aggregation strategies on standardized benchmarks and user-provided
data. FASTER supports both IID and non-IID partitions, with a configurable imbal-
ance rate setting the severity of the non-IID case. Each class is split into equally sized
shards, which are pooled and shuffled, so every shard holds a single class. Shards are
then assigned to clients in proportion to weights drawn from a Dirichlet distribution
with concentration parameter equal to the complement of the imbalance rate. The
weights govern how much data each client holds, not which classes it sees. Label
skew follows: a client with few single-class shards observes few classes. Beyond the
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initial IID or non-IID partitioning, FASTER supports round-level control over how
federated training data are consumed across rounds and clients.

A scenario also fixes client participation and the standard optimization and evalua-
tion parameters. Users set the initial number of eligible clients and can simulate churn
through dropout and new-client probabilities, applied independently to each client
every round so that dropout is never permanent, letting the set of trainable clients
change across rounds and aggregation be studied under non-stationary participation.

Local optimization, evaluation split, and the number of repeated runs are config-
ured in the same way, with repetitions estimating variability due to seeds, partition-
ing, and initialization. The repository documents the full parameter list. Importantly,
every parameter is stored with the run, so configurations can be re-executed from
recorded settings instead of reconstructed by hand. In addition to the platform’s
default models, users can provide custom model code that defines the model-building
function required by the worker.

3.2 Controlled aggregation comparison

FASTER executes all aggregation strategies through a single federated pipeline.
Dataset split, client schedule, model architecture, optimizer settings, evaluation
protocol, and output structure remain fixed across methods; therefore, the aggrega-
tion rule is the single controlled variable. The current aggregation layer covers both
classical and adaptive methods. FedAvg provides the uniform averaging baseline,
and weighted FedAvg (FedAvgW) accounts for the number of samples each client
owns. FedProx adds a proximal term during local training to reduce client drift under
heterogeneous data, while FedNova normalizes local updates when clients perform
different amounts of local work. FedGP extends the layer with an evolved, rather
than fixed, aggregation rule, and its method-specific parameters are part of the run
configuration, like everything else (Sect. 4). The setup also lends itself to sensitivity
analysis. A user can fix the scenario and vary only the aggregation method, or fix the
method and vary the degree of non-IIDness, the churn probabilities, or the evolution-
ary configuration, and observe how each rule reacts to that single change.

The scenario can also be made dynamic. In automatic mode, federated train-
ing data are spread uniformly across rounds and clients. In manual mode, the user
assigns a data percentage to each aggregation round and controls how that round’s
subset is distributed among clients. This supports simulations in which data avail-
ability changes over time, for example when clients join late with fresh data or when
datasets grow as the federation progresses, and also cases where some clients domi-
nate specific rounds while others contribute little or become inactive. Combined with
churn, these controls reproduce realistic participation dynamics.

This round-level scheduling is distinct from GP generations. Aggregation rounds
are part of the federated process and define when clients train locally and when the
server aggregates. GP generations are part of the evolutionary process and define
how candidate expressions evolve within a round. FASTER records both levels when
FedGP is selected, enabling dynamic FL scenarios to be combined with an explicitly
configured evolutionary search.
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3.3 Metrics, artifacts, and reporting

During execution, FASTER records both live and persistent information for each run.
Metrics are updated across federated rounds and can be inspected from the web inter-
face while an experiment is running. Depending on the selected evaluation mode,
validation and test metrics are stored for the global model together with client- and
round-level information. FedGP uses validation metrics for fitness evaluation, while
test metrics support post-hoc comparison and diagnosis of unstable configurations.

Each run produces a set of reproducibility artifacts. The configuration snapshot
records the parameters used to launch the experiment. The metadata file stores infor-
mation such as the software version, git hash, dependency versions, and seed. The
execution log preserves the training trace. The metrics file stores per-client metrics,
aggregated validation and test results, round-level information, and the live execution
state. Model checkpoints record the global model across aggregation rounds, while
dataset distribution files preserve information about the generated client partitions.
For FedGP runs, additional files store evolved individuals across generations, making
the evolutionary process inspectable after execution.

When repeated executions are performed, FASTER creates separate repetition
directories and a summary file that aggregates resulting metrics. This supports more
reliable comparisons across stochastic runs and enables reporting of average perfor-
mance and variability. Completed runs can also be exported as compressed archives.
This export mechanism supports sharing and independent inspection because the
core elements required to understand and reproduce a run are preserved together. In
this sense, FASTER treats a completed experiment not only as an interface result but
as a self-contained, reproducible research object.

4 FedGP integration

This section details how FedGP is implemented in FASTER (Fig. 3). Beyond the
original prototype [15], the implementation has been extended with vectorized GPU
population evaluation, configurable fitness metrics, ephemeral constants, a larger
primitive set, and multiple population-transfer strategies across rounds.

~ Server: FedGP aggregation, round ¢ N

Example rule: mean(C;,C3) + & -Ca

— local model (client — server)
- - p global model (server — clients)

Clients

Client 1
local training

next generation
A4

'
'
'
- S 3. Evol

- (Clltgti 2 1. Round inputs 2. Candidate volve G

> local training . generations
| J client models rules N 4. Best rule
! 0 . score on validation
' : Ci,...,Cy population of = global model
. - o tant & expression trees sef; select,
H Client n constan P! crossover, mutate
, local training . J
------------------------------------ globalmodel - = = = = = = = = = = - e e e

Fig. 3 FedGP in one aggregation round. Client models and an ephemeral constant form the inputs (1);
a population of expression trees (2) is evolved for G generations, scored on the server-side validation
set (3); the best tree yields the global model (4), broadcast to the clients
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FedGP treats the aggregation rule as an evolvable program. Instead of applying a
fixed formula, such as uniform or weighted averaging, the server evolves symbolic
expressions that combine the client model parameters, thereby turning aggregation
into a search problem embedded in the FL training loop. Evolution runs on the server,
between the arrival of the client updates and the start of the next local-training phase:
once the active clients have sent their weights, the terminal set is rebuilt from those
updates, a population evolves for a configurable number of generations scored on the
server-side validation set, and the best individual produces the global model for the
next round. Clients take no part in the search and fitness never uses their data. Each
candidate is an expression tree. The terminal set gathers the client model updates
available in the round together with ephemeral constants:

T = {Clienty, ..., Client,, } U {&}, (1)

where Client; is the model update of the i-th participating client, # is the number
of clients active in the round, and &£ denotes an ephemeral constant sampled from
a configurable interval. The number of active clients, n, varies from round to round
as participation changes under churn. The function set collects element-wise tensor
operations:

F={+ =% = ||, v-» (Y, log, sin, cos, mean, median }, )

where + and /- denote protected division and square root, ()® is the power, and
mean and median are computed across any subset of the client tensors. Each experi-
ment enables the primitives it needs through the configuration, and the demonstration
in Sect. 5 uses a subset of them. Tree depth is bounded at initialization and mutation
grafts subtrees of limited height, which keeps bloat under control across generations.

The GP layer uses DEAP [23] for tree representation, genetic operators, and com-
pilation of trees into callables. At the same time, each primitive is implemented as a
PyTorch [24] operation, so individuals run directly on client state dicts without leav-
ing the deep learning framework. On GPU, the full population is evaluated in a single
vectorized forward pass. Aggregated weight sets of all valid individuals are stacked
along a leading dimension and scored on the server-side validation data in one batch,
removing the per-individual overhead that dominated earlier implementations and
substantially reducing evolutionary runtime cost. Fitness is a configurable validation
metric (accuracy, loss, macro precision, macro recall, or macro F1), whereas previous
FedGP versions optimized only accuracy. Individuals whose programs fail, produce
non-finite aggregated tensors, or generate aggregated parameters with a maximum
absolute value above a configurable stability threshold are assigned the worst pos-
sible fitness instead of being evaluated. By default, this threshold is set to (10%); the
worst fitness is (0) for accuracy, precision, recall, and F1, and (—10°) for the loss-
based objective.

Between rounds, the population can be reinitialized from scratch or transferred,
either in full or through elites, mutated elites, or a hybrid of elites, mutants, and ran-
dom individuals. Under churn, the terminal set is rebuilt at each aggregation round
to match the active clients, and transferred individuals referencing clients no lon-
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ger present in the active set are treated as invalid, assigned the worst fitness rather
than repaired or remapped, and removed by selection. Initialization schemes, genetic
operators, selection, elitism, and early stopping are also configurable, and the full list
of options is documented in the repository.

Every FedGP run stores individuals from each generation, along with fitness val-
ues, alongside standard artifacts, so evolved expressions can be inspected after exe-
cution and linked to round-level metrics. This inspectability supports future work on
primitive design, transfer across rounds, and multi-objective fitness. Such extensions
touch few parts of the code. Fitness is a single function that scores an aggregated
model on the validation data, so a user-defined objective, for example a weighted
combination of metrics or a penalty on tree size, requires editing that function alone.
Multi-objective search needs a tuple-valued fitness and one of DEAP’s Pareto selec-
tion operators in place of their single-objective counterparts. DEAP supplies tree
representation, genetic operators, and compilation behind a thin interface, so substi-
tuting another GP engine leaves the federated loop, the PyTorch primitives, and the
artifact format unchanged.

5 Demonstration

To illustrate the intended use of FASTER, we compare all aggregation methods cur-
rently available in the platform on FashionMNIST [21]. To the best of our knowl-
edge, this is the first evaluation of FedGP in a setting where clients both drop out
of and join the federation during training, a regime that stresses fixed aggregation
rules because the participating client set changes across rounds. All methods were
run within a single FASTER scenario on one workstation (Intel Core 17-6850K, 64
GB RAM, NVIDIA GTX 1080 Ti and GTX 1080, Ubuntu 20.04), sharing identical
dataset partitions, client schedules, model architecture, optimizer settings, evaluation
protocol, and seeds. All the parameters presented in this section are customizable
from the web application. FashionMNIST was partitioned across 20 clients under a
non-I1ID assumption (imbalance rate 0.8), with 10 clients initially eligible and churn
enabled (per-round dropout probability 0.3, new-client probability 0.7); 10% of the
training data was reserved server-side before client partitioning and used for the two-
epoch warm-up. The validation split is separate from this server-side warm-up data
and is used for FedGP fitness evaluation, whereas the test set is loaded independently
and used only for round-by-round and final reporting, not for FedGP fitness or model
selection. All aggregation methods, including the fixed-rule baselines, received the
same warm-up procedure before entering the method-specific aggregation loop.
The model is the platform’s default neural network. Each client trained for 50 local
epochs, sending weights every 10 local epochs and yielding 5 aggregation rounds.
FedProx used u =1, and FedGP evolved 100 individuals over 20 generations per
round (100 generations over the whole run), using the subset of F' comprising the
four arithmetic operators, together with absolute value, protected square root, mean,
and median. Every configuration was repeated 10 times (seeds 42-51). Because all
methods share these seeds, they also share the same client-churn sequence in each
repetition. Therefore, comparisons are paired at the level of individual churn realiza-
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Table 1 Final global-model Method Accuracy  Fl ROC-AUC Time (s)
performance on FashionMNIST

.. FedGP 0.811 + 0.805+ 0.978+0.005 817+
under a non-IID scenario with 0.028 0.031 35
client churn, as mean + stan- . ’ :
dard deviation over 10 paired Welghted 0.789 + 0.782 + 0.973 £0.007 249 £ 6
repetitions. F1 is macro-F1 and FedAvg 0.033 0.037
ROC-AUC is macro one-vs-rest  FedProx 0.763 = 0.753+  0.967+0.005 259+4
ROC-AU 0.019 0.020
FedAvg 0.675+ 0.651+  0.946+0.003 249+3
0.026 0.035
Bold values indicate the best FedNova 0471 + 0427+  0.779+0.240 247+3
results 0.320 0.354
0.81 —— =1
> 2 ?
[}
© 0.6
=
9]
O o— o -0
©
+ 0.4+
i)
FedAVG  —e— FedProx -e— FedGP
0.27 —e— FedAVGW -e- FedNova

1 2 3 4 5
Aggregation round

Fig. 4 Global-model test accuracy across the five aggregation rounds (mean and standard deviation
over 10 repetitions). The FedNova drop reflects collapses observed in 4 of the 10 repetitions under this
churn scenario

tions, which supports paired tests and reduces the risk of attributing differences to
different participation dynamics.

Table 1 reports final test-set performance, and Fig. 4 shows the evolution of test
accuracy across rounds. FedGP attains the best mean on every metric and ranks
first in all 10 repetitions, improving mean accuracy by 2.2 percentage points over
weighted FedAvg, 4.8 over FedProx, and 13.6 over FedAvg. Using the 10 paired rep-
etitions as blocks, a Friedman test rejects method equivalence for accuracy (y? = 35.9
, P~ 3x1077; mean ranks: FedGP 1.00, weighted FedAvg 2.00, FedProx 3.20,
FedNova 4.30, FedAvg 4.50). Paired comparisons of each baseline against FedGP
(paired #-test and Wilcoxon signed-rank, Holm—Bonferroni corrected over the four
comparisons) confirm significant accuracy gains over all four baselines, with FedGP
winning every one of the 10 paired repetitions against every method. Effect sizes are
very large for weighted FedAvg, FedProx, and FedAvg (Cohen’s d, of 2.4, 4.0, 4.4,
all corrected p < 10~*). For FedNova the paired difference is more variable, because
FedNova collapses to a near-trivial predictor in 4 of the 10 repetitions (d, = 1.0); the
gain nonetheless remains significant under both tests (Wilcoxon corrected p = 0.008
, t-test corrected p = 0.013).

The shared-churn design also reveals a clear stability difference: FedNova col-
lapsed to a trivial predictor (accuracy = 0.10) in 4 of 10 repetitions, while no other
method collapsed. Because the churn sequence is identical across methods, these
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collapses appear specific to FedNova’s behavior in this scenario rather than to harder
churn realizations. FedGP remains about 3.3x slower than fixed-rule baselines (817 s
versus ~250 s per run), but this is a substantial reduction from the roughly tenfold
overhead of earlier implementations, enabled by GPU-based batch evaluation of can-
didate individuals.

6 Limitations and future work

FASTER targets controlled FL experimentation rather than distributed deployment.
Execution is centralized and synchronous within a single infrastructure, so scalabil-
ity depends on the host environment, and network-level effects (latency, bandwidth,
packet loss, asynchronous delivery) are not modeled. Asynchronous, hierarchical,
and decentralized topologies are also out of scope. Security evaluation is not yet
supported, and there are no modules for secure aggregation, differential privacy, or
adversarial defenses. The demonstration is limited to one dataset, one model, and one
churn/non-11D scenario, so broader benchmarking is needed before generalizing the
observed ranking. FedGP also assumes access to a server-side validation set for fit-
ness evaluation, which may be unavailable in stricter FL deployments with no labeled
server-side data. On the platform side, future work will extend FASTER toward dis-
tributed, communication-aware execution, security-oriented evaluation, and broader
customization. On the evolutionary side, residual runtime overhead relative to fixed-
rule baselines remains the principal limitation; surrogate fitness approximation is a
natural direction for reducing this gap.

7 Conclusion

This letter presents, to the best of our knowledge, the first public release of FedGP
as part of FASTER, an open-source platform for reproducible FL experimentation.
The release extends earlier research prototypes in both functionality and efficiency,
and removes two barriers that have limited GP-based aggregation research: the lack
of a reusable implementation and the difficulty of comparing aggregation rules under
identical controlled conditions. By holding all other components fixed, FASTER iso-
lates the effect of the aggregation rule. The demonstration applies this design to what
is, to the best of our knowledge, the first FedGP evaluation under client churn, where
it consistently outperformed fixed baselines. The remaining cost is runtime overhead,
about three times that of fixed-rule baselines, down from roughly ten times in earlier
implementations. With this release, FedGP becomes a research object that the evolu-
tionary computation community can inspect, reproduce, and extend.
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